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Scalling

. IMmagine the following scenario...

Your friend has given you 10,000 HIOOs for a month, and asked you
to build a good open source LLM

. What do you do?

DUt together your infra team and distributed training framework
Put together a great pre-training dataset

RUun a big model (but which one??) « we will learn this here
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How to Scale Models?

. We will probably use Transformer, but,
. Wide or deep model?
. Which model architecture?
. How many heads?
. Which nonlinearity?
. How to search optimal hyperparameters?

. We could follow things from existing LLMs...
. but how do these get optimized in the first place?
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Today: Simple, Predictive "Laws"

. Scaling laws: Simple and predictive rules for model performance

. Old way: tune hyperparameters on big models
New way: tune on small models, extrapolate to large ones
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Scaling Laws

. Single Variaple Scaling Laws

. Are there rules that determine how data/model affects performance?
Data vs. Performance
Model size vs. Performance

. Scaling Laws for Model Engineering
How should we set hyperparameters on the big model?

. Compute Allocation
DO we train on more data or bigger models?
Data vs. Model size: which one Is better?
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Scaling Laws  [Kaplan+ 2020

Dower law relationships for many factors
. These scaling laws hold on many different kinds of phenomena!
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Single Variable Scaling Laws
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Data Scaling Laws  [kaplan+ 2020]

. TL:DR: Performance has a power-law relationship with data size
. With a limited dataset with early stopping
. L(D) = (D./D)*?; ap ~0.095, D.~ 5.4 x 10" (tokens)
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Data Scaling Laws  [kaplan+ 2020]

~~

. SO, how does dataset composition a
. Dataset composition affects the o

‘ect performance?
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Data Scaling Laws  Muennighoff+ 2023]

. |N practice, we have finite data (data constrained scenarios)
. How does repeating examples affect scaling?
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Data Scaling Laws  [Goyal+ 2024]

Data filtering (curation) should be adaptive to scale
. Less compute: higher filtering / high compute: lower filtering
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Model Scaling Laws  [Kaplan+ 2020]

. Performance has (also) a power-law relationship with model size
Performance depends strongly on scale, weakly on model shape

L(N) = (N,/N)*¥ ; ay ~0.076, N, ~ 8.8 x 10'°® (non-embedding parameters)
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Model Scaling Laws  [Kaplan+ 2020]

. Note: Be aware that we use non-embedding parameters
. Embedding parametersis Vxd, ., which is fixed
Model size Is small: # embedding params could be dominant
. Model size Is big: # embedding params is negligiple
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Recap

Remarkably linear relationship between log-data size and log-error

Remarkably linear relationship between log-model size and log-error
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Scaling Laws tor Model Engineering
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Hyperparameter Questions

. We'll consider some of these choices in the context of [Kaplan+ 2020]
. Model architecture
. Optimizer
. Aspect ratio / depth
. Mok
Batch size
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Architecture: Transformer vs. LSTMS [Kaplan+2020]

. Q: Are transformers better than LSTMSs?
. Al Brute force way: spend tens of millions to train an LSTM GPT-3
A2: Scaling law way:

Transformers asymptotically outperform LSTMs LSTM plateaus after <100 tokens
due to improved use of long contexts Transformer improves through the whole context
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Architecture: Transtformer vs. LSTMs

vanilla Transtormer

. Cross-architecture scaling in [Tay+ 2022
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Optimizer Cholce [Hestness+ 2017]

. Q: What about Adam vs. SGD?
. A Similar slope, but offsets are different

- Depth-10 RHNs, SGD

- Depth-10 RHNs, Adam

- == Depth-10 RHNs, SGD Trend
- == Depth-10 RHNs, Adam Trend
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Depth/Width: # of Layers [kaplan+2020

. Q: Does depth or width make a huge difference?
A:1vs 2 layers makes a huge difference
A: More layers have diminisnhing returns below 107 params
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Other Hyperparameters [Kaplan+2020]

. Q: Do hyperparameters like the aspect ratio depend on scale?
. A Performance depends very mildly on model shape
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Scaling Laws for MoOE  [Tian+ 2025]

MoEs decouples total params from compute cost » hard to predict loss
-fficiency Leverage: compute efficiency of Mok vs. dense counterpart
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Scaling Laws for MoOE  [Tian+ 2025]

. Key factors of MoE scaling laws
. Activation ratio: more sparse, more efficient (monotonically)
. Expert granularity: there is an optimal granularity (around 12)
. Compute budget: the bigger model, the effect of MoEs Is greater

7_

, le+19 | _0 le+18 o A=1.6%, G=2 ,,AD
- 1 -
J o ol o . o Ae6.3% =2 e
-1 e 7 YW 0 | e L e e - —— p— ) a— -
® le+22 L7 o7 ® le+2l ©_-——""" A ® ]| @ A=25.0%, G=2 o
> R ST . =T A=100%, G=2 pr
%4- »Z /(./ )‘.‘/’/ g - e g J"'/ 0N
— /" // // — " —————— 1'- ———————— " E 5 = ,/ ’/r
S 7 |7 Pl g o--- > -7 _&”
v 3 Z y4 z QL 4 1 — 3 4 - /ze-' —=
- V 7T .7 — - g -9
> P Pid ’ > - > - -
O /7 7’ /“ O “ _____ .. ___" 8 3 - /ﬂ ’4r
c 9 c |1 | amm=— . B P -
:g 2 9/// }-—{ :Q ,”’4,— 2 “ ’/” ”“/’
&= 0 7 = 3 = 5 5 __-& -~
/// /‘. -
I
2. 4 -
//’ O o -
1 1@~ 1 -
T T T T T T T T 2 T T T T T 8' T T T T T T T T T T T T T T T
100.0% 50.0% 25.0% 12.5% 6.2% 3.1% 1.6% 0.8% 21 22 23 24 101 101° 1020 1021 1022 1023 1024
Act. Ratio Granularity FLOPs

(a) Scaling with Activation Ratio (A) (b) Scaling with Granularity (G) (¢) Scaling with Compute Budget (C)

Generative Computing Lab ECE7115 Multimodal VLM (Spring 2026)

INnha University



W Smaller batch
m Larger batch

Batch Size: "Critical Batch Size"

Batch size has strong diminishing returns past a certain point
. Small batch size: high-variance gradient (noisy)
Large batch size: low-variance gradient
. Very large batch size: redundant signal; not much gain from it

Predicted Training Speed

MiN(# of data for target |oss)

. Critical batch size:

MiN(# of steps for target |oss)

Ineffective
scaling

. The Pareto-optimal (i.e. best batch size) %-m 14 B foct
that maximizes training speed while T A B |
Maintaining compute efficiency et e N s )
oy avolding the diminishing returns of gradient redundancy
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Batch Size: "Critical Batch Size" [kaplan+2020]

. Q: Critical batch size Is always the same?
. A: No! the smaller the "target"” loss, the bigger the critical batch size

Critical Batch Size vs. Performance
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| earning Rate: uP [vang+ 2022

. Q: Should we find optimal learning rate for each scaled-up model?
Al N standard practice, yes @&
A2 UP Is scaling-aware initialization and learning rate scaling

Standard Practice Our Work
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Some Takeaways

. Effect of HPs on big LLMs can be predicted before training
. Optimizer choice
. Model design (depth, aspect ratio, architecture choice, ...

. The scaling law based design procedure

. Train a few smaller models with a small compute budget
-stablish my own scaling law
. Select optimal hyperparams based on the scaling law prediction

. [T we don't have scaling laws...
. We should tune very big models, and waste |lots of computing

Generative Computing Lab ECE7115 Multimodal VLM (Spring 2026)

Inha University



But Caution...

. Scaling behaviors can differ downstream
. Thus far, we saw the scaling laws on the |losses (l.e. upstream tasks)
BuUt downstream scaling can often be much less predictable
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Compute Allocation
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Compute Allocation

. Let's say we can use 1,000 H200 GPUs for a month

. How should we allocate our limited resources?
. Train models longer vs train bigger models?
. Collect more data vs get more GPUSs?

. Scaling laws can also provide a simple procedure to answer this
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mplications of Kaplan's Scaling Law

. Q: Do we need more data or bigger models?
. A Clearly, It seems that lots of data Is wasted on small models

Loss vs Model and Dataset Size Loss vs Model Size and Training Steps
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Figure 4 Left: The early-stopped test loss L(NV, D) varies predictably with the dataset size D and model
size N according to Equation (1.5). Right: After an initial transient period, learning curves for all model
sizes N can be fit with Equation (1.6), which is parameterized in terms of Sy,;,, the number of steps when
training at large batch size (details in Section 5.1). [K ap AN+ ZOZO]
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mplications of Kaplan's Scaling Law

. Q: Do we need more data or bigger models?
A: Clearly, it seems that lots of data Is wasted on small models
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Training a Bigger Model [kaplan+ 2020

Larger models require fewer samples The optimal model size grows smoothly
to reach the same performance with the loss target and compute budget
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Compute vs. Performance [Kaplan+ 2020

—or a fixed compute budget, there is an optimal model size
. [T we Introduce more compute, optimal model size grows

o Performance vs Compute Budget Performance vs Steps
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Non-Optimal Model Size?  [Kaplan+ 2020]
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train bigger model than the optimal one
with fewer steps
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But, "Optimal" Scaling Laws Are Hard to Get

. [Hoffman+ 2022| argue that Kaplan's scaling laws are quite off-fit
Kaplan's scaling laws over-estimate the importance of model size

1T ’

A
—— Approach 1
1008 —  Approach 2
” — Approach 3
% 10B -—-- Kaplan et al (2020)
g s% Chinchilla (70B)
& 1.0B Y¢ Gopher (280B)
% GPT-3 (175B)
Y Megatron-Turing NLG (530B)
100M

/
o7 10+° 104! 1043 10%°

FLOPs
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What Makes the Difference?

. IMmproperly configured cosine learning rate decay

. Recap: Cosine LR decay in PyTorch
. CosineAnnealingLR(optimizer, T_max, eta_min, last_epoch)
. T_max: Maximum number of 1iterations

. eta_min: Minimum learning rate. Default: 0.
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What Makes the Difference?

. IMmproperly configured cosine learning rate decay
. To get optimal loss, we should set T_max to actual end-training steps

. But they used fixed scheduler so LR does not d (O 4d pproprlate\y
3.00 3.20-
s \ Cosine Cycle Length
3.154 N
2 95- 1.0x num. steps
0.8 3.10- . —— L1.1IX num. steps
5 ' \ —— 1.25X num. steps
© ¥ 2.901
s 3.05 —— 1.5X num. steps
~ 0.61 3 A
Q™ > [ 2.0x num. steps
o £ 2.851 ;’ 3.00 5.0% num. steps
C \‘\
_80.4 ‘© @) 5 95| X
c F2.80
©
%02 2.90-
2.751
2.85+
0.0
2.70— .
0
3.004
1.0
2.951
0.8
r;é ¢ 2.90-
o)
EO.G‘ ;
& g 2.85-
20.4 ®
c F2.80
©
Go0.2
Hoffman+ 2022
[Hoffrman

T T T T T T 2_70 T T T T T l 2,80 T T T T T T
0.0 2.5 5.0 7.5 10.0 12.5 0.0 2.5 5.0 7.5 10.0 12.5 0.0 2.5 5.0 7.5 10.0 12.5
Million Sequences Million Sequences Million Sequences

Generative Computing Lab ECE7115 Multimodal VLM (Spring 2026) 38

INnha University



Chinchilla Scaling Laws  [Hoffman+ 2022]

. They suggest 3 ways of fitting scaling laws
hey mostly result similar constant

Approach Coeff. a where N,,; o« C* Coeff. b where D, o C°
1. Minimum over training curves 0.50 (0.488,0.502) 0.50 (0.501,0.512)
2. IsoFLOP profiles 0.49 (0.462,0.534) 0.51 (0.483,0.529)
3. Parametric modelling of the loss 0.46 (0.454,0.455) 0.54 (0.542,0.543)
Kaplan et al. (2020) (param) 0.73 (data) 0.27
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Method T: Minimum Over Runs [Hoffman+ 2022]

-IXx model sizes and vary numper of training tokens
. For each model size, train with four different training tokens
Then, get minimum loss envelopes and fit curve

6.0 -10B 1T 1.5T

5.5 1012

5.0

45 -2.5B 100B &5
A % 1011 I’Q”
O 4.0 Q W é""
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FLOPS FLOPs FLOPs
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Method 2: IsoFLOPSs [Hoffman+2022]

. The min over these convex shapes form a power law

Pick a range of FLOPs budgets, vary the model size for each FLO

10T
3.2 R
1.4T
3.0 1T
5 2.8 n
- © 10B - o
S26 O & ‘f ~
- © -
£ o - % = 108
- —0— “ 1B @
2.4 e
//’ ////
o X 1B
2.2 _@- 100M - ’
—o—
2.0 100M
100M 300M 1B 3B 6B 30B 10'7 1019 1041 1043 104° 10t/
Parameters FLOPs
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Method 3: Parametric Modeling [Hoffman+2022]

Run a bunch of models on the size-data grio
. Use |east squares to fit a joint scaling law

1008 o IsoLoss contours = 00 ISOFLOPs slices
A0B === = —— = -~ / ~f-{->
| 4.00- Train. FLOPs
: be+18
HoF | le+19
ﬁ : - == 3e+19
” ] wn . === 0e+19
[ 3 3.00 —=- 1le+20
-8 1B I - 7 === 3e+20
= : 7 ——- 6e+20
:‘ , === le+21
: -=- 3e+21
—— Efficient frontier - - ==~ Gopher
100M @ Empirical data = 2 00
, IsoFLOPs slice = '
e | —— ——
10 10  10%° 104!  10%% 1073 Gopher 100M 1B 10B 40B
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Training FLOPs Model size
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Chinchilla Model [Hoffman+2022]

Approach

Coeff. a where N, o C*

Coeff. b where D, o C?

1. Minimum over training curves
2. IsoFLOP profiles
3. Parametric modelling of the loss

0.50 (0.488,0.502)
0.49 (0.462,0.534)
0.46 (0.454,0.455)

0.50 (0.501,0.512)
0.51 (0.483,0.529)
0.54 (0.542, 0.543)

Kaplan et al. (2020) (param)

0.73

(data)

0.27

A new scaling laws
and a new model

Model Size (# Parameters) Training Tokens
LaMDA (Thoppilan et al., 2022) 137 Billion 168 Billion
GPT-3 (Brown et al., 2020) 175 Billion 300 Billion
Jurassic (Lieber et al., 2021) 178 Billion 300 Billion
Gopher (Rae et al., 2021) 280 Billion 300 Billion
MT-NLG 530B (Smith et al., 2022) 530 Billion 270 Billion
Chinchilla 70 Billion 1.4 Trillion

Generative Computing Lab
Inha University
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But Train-Optimal May Not Be What We Want

. Chinchilla tells what gives the best model for fixed training compute
. But most of the compute in a real deployment is inference
. SO we should over-train

3.2

. SOMme examples:
. GPT3 -2 tokens/ param
. Chinchilla — 20 tokens / param |
aMA 65B - 22 tokens / param e sels k""‘.d S
aMA 2 70B - 29 tokens / param 24 0 sen0 \*:&//4 -
Mistral 7B — 110 tokens / param 22 e rer gl g
LaMA 370B - 215 tokens / param o [

100M 300M 1B 3B 6B 30B
Parameters

W
=)

N
o)

et b e
le19 .9

Training Loss
N
(@)}
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Summary

. We can extend log-linearity (power law) to model size and compute

. Rethink the scenario

Your friend has given you 10,000 HIOOs for a month, and asked you
to build a good open source LLM

. What do you do?
Lets us set the hyperparameters pased on small models

Lets us make smart resource tradeoffs (model size vs. data size)

. Scale up the model!
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Summary

. Scaling laws are really surprising and useful tools

ﬁ

. Data scaling: understand how data affects models
. Model scaling: dramatically reduce costs for training
. Scaling as prediction: understand what problems can e brute forceo

. Without scaling laws, we might...
. Waste millions of dollars on "blind" trial-and-error
Produce "under-trained" models without knowing it
—all to distinguish between "bad architecture" and "insufficient scale”

_ose the "extrapolation" advantage (train and pray @)
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